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01 Kernel Selection Challenges
The fastest kernel depends on runtime tensor structure
As contributions arrive in arbitrary column order, results can't be emitted 
directly in sorted order so they must be accumulated in a workspace first.

Dense Workspace

ACCUMULATE

write anywhere · O(1) · no bookkeeping

GATHER

read every slot · O(cols) per row

Sparse Workspace

ACCUMULATE

O(1) + maintain touched list + sort

GATHER

read only touched · O(nnz) per row

Dense pays per column. Sparse pays per nonzero plus bookkeeping and a sort. The choice 
hinges on predicted output structure, estimated in O(rows) before executing.

03 Selecting the Fastest Kernel Variant at 
Runtime

We estimate the fastest kernel variant with simple, low-overhead signals. 
No autotuning, no recompilation.

DSL

A = sparse([N,N], "load_A", "CSR")
B = sparse([N,N], "load_B", "CSR")
C(i,k) = A(i,j) * B(j,k)

IRIR

for i:            // rows of C
  for k ∈ B(j):   // B · CSR
    for j ∈ A(i): // A · CSR
      C(i,k) += A(i,j)·B(j,k)

Heuristic Model
Predicts output density Ĉ and picks a workspace 
in O(rows) at load time.

Runtime Tensor Data

nnz, row counts, sparsity 
pattern

EMIT ONE VARIANT

Sparse Workspace Opt 1 Dense Workspace Opt 2

Generated Kernel
fused SpGEMM emitted to the backend

02 Data-Driven Heuristics are Fast & 
Adaptive
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Static Heuristics
Fast but blind. One size fits all.

OUR APPROACH

Data-Driven Heuristics
Fast, calculable with limited overhead. 
Adapts to runtime data.

Slow and blind, no 
method lives here

Autotuning
Adapts to runtime data. Slow compile 
times.

DATA INDEPENDENT DATA DRIVEN

04 Fit the Heuristic Model
Our model is only 1.01× slower than an oracle that always chooses 
the correct program.

05 Compiler Performance

Choosing the fastest kernel variant yields substantial speedups over 
naively applying one.

06 Heuristic Impact

We compare our tool against TACO across a range of benchmarking 
kernels. We demonstrate a geometric mean speedup of 2.00×

07

Dataflow analysis that predicts 
intermediate sparsity, thus extending 

near-oracle kernel selection across the 
whole expression DAG.
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Further Work

A.to_sparse_csr()
B.to_sparse_csr()
C = torch.sparse.mm(A, B)


